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Agenda

What is “reliability of Al"?

Failure modes: models, agents, and multi-agent systems

Detection: TEVV, monitoring, drift, and uncertainty

Mitigation and prevention: design patterns and safety interlocks

Conclusion & open research questions
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One-sentence takeaway

Al reliability is a lifecycle discipline:
design so failures are detectable, bounded in severity, and recoverable.
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Outline

@ Definition
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What is “Reliability of Al"?

Engineering definition
Reliability = probability that a system performs its intended function under stated conditions for a
specified period of time.

Al reliability is system reliability

@ data + model + tools + humans + environment

@ Reliability evidence must be collected and updated over time

Two complementary frameworks used in this talk
© SMART (Hong et al. 2023): Structure, Metrics, Analysis, Reliability assessment, Test planning

@ NIST Al Risk Management Framework (Tabassi 2023): Govern, Map, Measure, Manage.
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Reliability is not merely accuracy

Capability Reliability
o Average task success on a benchmark o Multi-run repeatability
(accuracy) o Hallucination
o Often measured once, in a fixed o Inconsistent reasoning
environment . .
@ Robustness to perturbations in the
APEX-SWE running environment
The Al Productivity Index for Software Engineers (APEX-SWE) measures whether frontier Al . . . .
agents can execute high-value engineering work, spit across Observabilty and Integration o Calibrated uncertainty for triage in
tasks. Created by Mercor in collaboration with Cognition ) )
high-stakes environments
© GPT 5.3 Codex (High) 415%
e Safety and risks
A\ Opus 4.7 (Max) 21.3%
A Opus 45 (i w05 @ Performance in deployment )
I

v
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Al hallucination examples

o Al fabrications in a government contract report.
o A report provided by Deloitte to Australian government, was found to contain multiple
fabricated citations and phantom footnotes. As a result, Deloitte will refund part of a
$300, 000 government contract. After a University of Sydney academic flagged multiple
errors in the report and urged the company to investigate, Deloitte acknowledged it had used
a generative Al tool to fill “traceability and documentation gaps” in its analysis.

@ Support chatbot cites made-up company policy.

o A tribunal ruled against Air Canada after its Al-powered chatbot misled a customer about its
fare policy. The company attempted to argue that it should not be held liable, calling the
chatbot a “separate legal entity.” The tribunal rejected that argument, ruling that the airline
is responsible for all content on its website, including chatbot responses. The tribunal also
found that Air Canada had failed to verify the accuracy of its chatbot's information and
ordered the airline to pay the passenger compensation. I
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Al reasoning error examples

Reasoning is a key feature of Al; reasoning errors hinder its reliability and trustworthiness.

User: Think of a number between 1 and 100 and I’11 guess. Please respond
only with "higher" or "lower" or "you got it". My first guess is 60.
Model: lower
User: 50
Model: lower
User 51
Model: higher
e Gemini 3 (Fast)
User: Think of a number between 1 and 100 and I’1l guess. Please respond

@ Gemini 3 Thinking

Rong Pan, Ph.D., AS

only with "higher" or "lower" or "you got it". My first guess is 60.

Model (thinking): I’ve begun designing the core game mechanics. I’ve
successfully established the need for a number within the range of 1 to

100. The user’s initial input, which is 60, is noted. Now I’ve internally
selected the hidden number, choosing 42. Since 60 is higher than {2, my next
step is to correctly communicate the response "lower".

Model: lower
User: 42
Model: lower
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SMART framework

SMART's five components

@ Structure: understand system structure (hardware + software + data pipeline)
@ Metrics: define reliability metrics and track them over time

@ Analysis: failure modes and contributing factors (environment, data, model)

o Reliability assessment: modeling/estimation/prediction over time

@ Test planning: efficient data collection to reveal failures
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NIST Artificial Intelligence Risk Management Framework (Al RMF)

Trustworthy characteristics include
@ Valid and reliable; safe; secure and resilient
@ Accountable and transparent; explainable and interpretable
@ Privacy-enhanced; fair with harmful biases managed
Lifecycle functions
@ GOVERN: policies, roles, accountability, documentation
@ MAP: context, intended use, stakeholders, risk identification

e MEASURE: test, evaluation, validation, and verification (TEVV), monitoring, uncertainty,
benchmarking

MANAGE: prioritize/mitigate risks, incident response, continual improvement I
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Definition

Reliability triangle for Al systems

Failure definition

what counts as failure? severity?

Operational envelope ‘ Evidence

;‘
r‘

inputs, tools, users, drift ‘ TEVV + monitoring + incidents

If any corner is vague, “reliability” becomes a slogan instead of an engineering claim.
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Outline

© Al Failure Modes
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Al Failure Modes

Al-FMEA: sources of system failures

Primary sources
o Data: drift, missingness, label noise, leakage, doc revisions
@ Model: miscalibration, brittleness, hallucination, shortcut learning
e Tools/Environment: APl/schema changes, timeouts, Ul/layout changes
°

Human/Organization: wrong thresholds, automation bias, unclear escalation

Three-factor cause model

@ Many Al failures can be traced to interactions among: environment, data, and model.

Rong Pan, Ph.D., ASQ Fellow Reliability of Al April 27, 2026 13 / 46




Al Failure Modes

An Al system example: Al agent

@ An autonomous entity that

perceives its environment and )
takes actions to achieve specific cousrangemnFrumme @9
goals. e @ ARG,
@ The Sense-Think-Act Cycle: e : cgw WM
o Perception: Gathers data via \\\/'V'SU‘“""”T '
sensors or APls (e.g., text, InpuT @ = |
ViSion)- e \:ummu ~ ',”‘ " s“”“ ACTION
o Reasoning: Uses an LLM WYl 'O‘ /
“brain” to plan and make TeXTINeUT
decisions.
o Action: Executes tasks using GUTONOMOUSICYCEE
tools (e.g., web search, code
execution). I
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Al Failure Modes

A practical Al agent failure catalog

Failure modes (Rabanser et al. 2026)
@ Inconsistency: same task — divergent trajectories/outcomes
@ Brittleness: paraphrase / minor tool change — failure
@ Overconfidence: high confidence when wrong (bad triage)
°

Safety violations: missing confirmations; policy violations; irreversible actions

Common causes (Rabanser et al. 2026)
@ stochastic decoding; fragile reasoning; hidden state/memory effects
@ tool failures and schema drift; insufficient validation

@ lack of calibration; no abstention/guardrails

@ excessive permissions; no rollback; weak governance

v
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Al Failure Modes

Consistency metrics: capability vs repeatability

Two evaluation protocols
@ Best-of-k pass@k (capability): succeeds if any run succeeds

@ All-of-k passAk (consistency): succeeds only if all runs succeed

Reliability lesson

A system can look strong under best-of-k while being unreliable in production where you only get one
try.
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Al Failure Modes

Predictability metrics: calibration vs discrimination

Two different questions
o Calibration: does “70% confidence” mean ~70% correct?

o Discrimination: do higher-confidence tasks succeed more often than lower-confidence
tasks?

Operational takeaway

High discrimination supports selective automation: automate top-confidence tasks and route
the rest to humans.
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Al Failure Modes

Safety metrics: compliance vs harm severity

Decompose safety into two components
e Compliance (Scomp): fraction of tasks with no violations

e Harm severity (Sharm): how bad violations are when they occur

Risk framing

Risk ~ P(violation) x E(severity | violation)
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Al Failure Modes

Another example: multi-agent systems

@ A collaborative network of

specialized Al agents working s ExteRAL
DHTERNAL GOAL: MANAGE SMART FACTORY OUTPUTTOOLS
toget h er to so |ve com p | ex, TASK 1: OPTIMIZE PRODUCTION LINE

TASK 2: PREDICT EQUIPMENT FAILURE

multi-stage tasks.
@ Key Components:

e Specialized Agents: Entities
with specific roles (e.g.,
Researcher, Reviewer).

e Environment: The shared

TASK
EXECUTION

space where agents perceive UNENENs ' ~0 s
and act SHARED "“‘B"T E::IET:I::L
. EXTERNAL OUTPUT
o Orchestration: The logic that =\ ALTONOMQUS CYCLE e
coordinates communication
and data flow.
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Reliability issues in MAS

Core modeling idea

Model an LLM multi-agent workflow as a finite acyclic decision network with:
@ shared context signals,

@ communication through limited-capacity language interfaces,

@ optional human review.

Without new exogenous signals, any delegated multi-agent network is dominated by a
centralized Bayes decision maker with the same information; thus, signals are more important
than roles (Ao, Gao, and Simchi-Levi 2026).
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Al Failure Modes

Objective reliability measurement

@ Transcript length, number of roles, and number of rounds are weak proxies.
@ The relevant object for reliability is posterior distortion induced by communication/compression.

@ Measure what is lost at each relay: does the belief state needed for the final decision degrade?
(Ao, Gao, and Simchi-Levi 2026)
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Outline

© Al Reliability Testing
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Al Reliability Testing

Reliability as a failure-event process

Key idea o]\ Test-Fix-Retest
. . . . Y F20
Treat interruptive events (Al failures) as a time | co ' comseromo

process N(t) and apply reliability modeling 10
(e.g., recurrent events / NHPP).

i

]

A\
Cumulative Failures
Failure Intensity (rate)

Three drivers of failure events w©
1 H ~ 5
@ operating environment 0 S
@ data conditions o] | | | e i o
A o] 5 10 15 20 25
o model/algonthm Testing Time (&)
Yy
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Accelerated testing for Al

Accelerate failure discovery

@ Use-rate acceleration: run more cycles / more miles / more tasks
@ Input-data acceleration: add noise, hard cases, identical twins, perturbations
@ Environment acceleration: out-of-distribution conditions beyond training envelope

@ Error injection: fault injection for model/hardware/software

Iterate until reliability is acceptable

@ Reliability test — assessment — cause analysis — design improvement

@ Then deploy + track in field (field tracking is still needed)
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NIST detection pipeline

Pre-deployment TEVV

@ scenario coverage of operational envelope
@ perturbations: paraphrases, noise, schema changes, tool faults

@ calibration: reliability diagrams; selective prediction

@ safety: constraint compliance; severity scoring
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Al Reliability Testing

NIST monitoring pipeline

Deployment
Input-side:

@ drift tests on key features and embeddings

@ anomaly detection for rare patterns and trap signatures
Output-side:

@ confidence/entropy shifts; rising abstention/override rates

@ violation rates (Scomp) and severity distribution (Sharm)
Operational response:

@ alert thresholds tied to risk (likelihood x impact)

@ rollback / safe-mode switches for critical failures

@ postmortems with standardized failure metadata

A
= = = =
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Outline

@ Al Risks and Risk Mitigation
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Al Risks and Risk Mitigation

Agent traps: environment is an attacker

“Al Agent Traps”" = adversarial content designed to manipulate, deceive, or exploit agents
operating on the open web (Franklin et al. 2026).
Six trap classes

e Content Injection (perception)

e Semantic Manipulation (reasoning)

o Cognitive State (memory/learning)

@ Behavioural Control (action)

e Systemic (multi-agent dynamics)

@ Human-in-the-Loop (exploit human oversight)

I
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Al Risks and Risk Mitigation

Content injection traps: machine-parsed vs human-visible

Examples
@ Web-standard obfuscation (CSS/HTML comments/metadata)

@ Dynamic cloaking (agent fingerprinting + conditional payload)

@ Steganographic payloads (hidden instructions in images/media)

@ Syntactic masking (Markdown/LaTeX syntax cloaks payload)
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Al Risks and Risk Mitigation

Cognitive state traps: poisoning retrieval and memory

RAG + memory are reliability liabilities

@ RAG knowledge poisoning: inject fabricated statements into retrieval corpora
@ Latent memory poisoning: plant innocuous data that activates later

@ Contextual learning traps: corrupt demonstrations/reward signals

Mitigation principle

Treat memory/retrieval as untrusted input and require provenance + validation.
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Agent-trap mitigations

Technical hardening

@ sandbox browsing/tooling; least privilege for actions
@ require explicit, user-verifiable citations for synthesized claims

@ red-team benchmarks for trap classes before deployment

Governance angle

@ distinguish passive adversarial examples vs active traps

@ accountability gap: operator vs model provider vs domain owner
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MAS risks

Three categories: (1) incentive exploitation/strategic manipulation; (2) collective-cognition
failures/biased aggregation; (3) adaptive governance failures (Huang et al. 2026)

Category 1 (strategic) Category 2-3 (collective + governance)
@ tacit collusion @ majority sway; authority deference
@ priority monopolization @ non-convergence without arbitrator
@ task avoidance @ over-adherence to initial instructions
@ information withholding / misreporting @ clarification failure; role allocation failure
@ information asymmetry exploitation
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Al Risks and Risk Mitigation

MAS design: treat it as a socio-technical system

Reliability principle
More capability can increase both:
@ strategic exploitation (Category 1), and

@ wrong-but-confident convergence (Category 2).

Engineering response

@ mechanism constraints (anti-collusion, auditing, incentive-compatible reporting)

@ explicit adaptive governance (arbitration, escalation, recovery policies)

Rong Pan, Ph.D., ASQ Fellow
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Outline

© Governance Layer
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Governance Layer

Why a governance layer is necessary for agentic Al

Governance gap

As systems shift from stateless “oracles” to persistent agents, memory becomes a core dependency. If
memory is treated as a passive store, reliability degrades because stale, contradictory, or malicious
records can persist and repeatedly re-enter context. (Kumar, Ba, and Pan 2026)

Reliability consequences

@ "“Zombie memories”: outdated facts remain retrievable, destabilizing long-horizon behavior.
@ Memory injection/extraction: ungoverned stores create an attack surface and privacy leakage risk.

@ Compliance pressure: right-to-erasure requires deterministic deletion and provenance, not ad-hoc
filtering.

I
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Governance Layer

MemArchitect: governance middleware between agent and storage

Design positioning

MemArchitect inserts a platform-agnostic governance layer between the agent and memory backends.
The contract is no memory enters the prompt context unless it passes governance checks.

What this changes (reliability view)

Instead of “retrieve top-k then prompt,” memory selection becomes a governed decision with explicit
policies for security/privacy, contradiction control, staleness, and utility over time.

Operational implication

Governance becomes measurable and testable: policies define what is allowed in-context, when, and
why.
v
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Governance Layer

Five-phase governance pipeline

Pipeline summary

MemAvrchitect organizes memory into a five-phase pipeline: (1) secure ingress, (2) intent routing and
retrieval, (3) adjudication, (4) context budgeting/assembly, and (5) reflection + background
maintenance.

Why this is a reliability mechanism

The pipeline explicitly separates exposure from belief, belief from memory, and memory from
action. That separation prevents one-off contamination from hardening into persistent failure.

Key idea
Memory is treated as an actively governed cognitive resource, not a passive log. l
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Governance Layer

[
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_

Phase 5: Async Reflection Loop
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Governance Layer

Performance comparison

Evaluation Category Baseline System Baseline Score

MemArchitect A (pp)

Overall Accuracy SimpleMem 67.3% 94.8% +27.5
Temporal Reasoning SimpleMem 56.1% 95.3% +39.2
Multi-Hop Reasoning SimpleMem 66.7% 95.8% +29.1
Single-Hop Fact SimpleMem 79.4% 95.0% +15.6
Open Domain SimpleMem 67.1% 93.1% +26.0
Overall Accuracy Hindsight 72.0% 86.0% +14.0
Single-Hop Fact Hindsight 84.6% 100.0% +15.4
Multi-Hop Reasoning Hindsight 61.5% 76.9% +15.4
Temporal Reasoning Hindsight 75.0% 83.3% +8.3

Open Domain Hindsight 66.7% 83.3% +16.6

Table 6.1: Performance comparison of Simplemem vs. Hindsight vs. MemArchitect

on the LoCoMo benchmark.
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@ Conclusion
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Conclusion

Summary

A practical “Reliability Case” template for Al
@ Define failures: unacceptable behaviors 4 severity levels
@ Map the envelope: users, inputs, tools, drift, adversaries
© Choose metrics: consistency, robustness, predictability, safety + business KPls
© TEVV plan: scenario 4 perturbation tests; calibration; red teaming

© Monitoring + response: drift alarms, rollback, escalation, postmortems
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Deployment checklist

Before launch After launch

@ Define prohibited actions + @ Drift monitors + incident taxonomy

confirmations required . . . .
q @ Severity-weighted failure tracking

@ Pass multi-run consistency +

perturbation suite @ Rollback / safe-mode playbook

. . . @ Continuous improvement loo
@ Calibrate confidence; set abstain/escalate P . P
(test—assess—analyze—improve)

thresholds y

@ Red-team agent traps; validate retrieval
sources
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Conclusion

Future work: reliability science for agents

Benchmarks and data

@ dynamic benchmarks beyond single-run static environments

@ structured incident databases with standardized metadata

Specification and verification

@ hybrid specs: natural language intent + formal safety constraints

@ verified wrappers: runtime validators around non-verifiable cores
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Conclusion

Closing: what to remember

Reliability of Al is a lifecycle discipline: define failures, collect evidence, manage risk over time.

@ Measure beyond accuracy: consistency, robustness, predictability, safety (4 severity
weighting).

For multi-agent systems: worry about information loss and emergent social failures.

@ For action-taking agents: require recoverability (rollback/no-regression) and least privilege.

For the agentic web: assume an adversarial environment (agent traps) and design accordingly.

Reliability engineering is about making systems safer to use, not just better on average.
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Conclusion
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Reliability meets Al
Questions? Discussion?

THANKEYOU

Contact: rong.pan@asu.edu
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