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DL/Al Fundamentals

1) Representation learning

Deep networks learn intermediate representations that transform raw inputs into features that
make the task easier.

Early layers capture simple patterns; deeper layers combine them into higher-level factors.

In practice: models often succeed because the learned embedding space is better organized than
the original input space.

2) “Blessing of dimensionality”: linear separation becomes easier

In high dimensions, classes can become more separable if the data has structure.

Deep learning exploits this by mapping data into a high-dimensional feature space where a simple
boundary (often nearly linear) works well.

Key condition: the signal is structured (not mostly noise) + the model has the right inductive bias
and regularization.
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DL/Al Fundamentals

2D 3D

Kernel Ly

3) Automatic feature engineering and implicit feature selection

Networks act as automatic feature engineers: they construct useful features through layered
transformations.

They also perform implicit selection: unhelpful inputs/paths get down-weighted during training.

Practical knobs that encourage this: weight decay, dropout, early stopping, and architecture
choices (CNN locality, attention).
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Representation

“The main insight was that prediction should not take place at the pixel level but in an
abstract representation space.” — Yann LeCun J
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Conventional Deep Learning Tasks vs. Modern Al/LLM Tasks

Conventional DL tasks Modern Al/LLM tasks
Classi cation: assign a label (defect type, Information extraction:
fault category) entities/relations/events from text
Regression: predict a continuous value (RUL Question answering (QA): natural-language
degradation score) queries over text
Time-series forecasting: predict future Retrieval-Augmented Generation (RAG):
signals/metrics search + grounded answers
Detection & segmentation: locate Structured output generation: JSON,
objects/regions in images tables, ontologies, Cypher
Anomaly / change detection: find rare or Reasoning work ows: multi-step analysis
abnormal patterns with intermediate checks
Representation learning: embeddings via Agents & tool use: call APIs/DBs, write
self-supervised learning queries, execute actions

= =
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DL Data Types vs. Al/LLM Data Types

Key distinction: conventional DL predicts fixed-form outputs; LLM systems often generate
and manipulate structured knowledge while staying grounded via retrieval, constraints, and
validation.

Typical DL inputs/outputs Typical LLM inputs/outputs
Inputs: tabular features, signals, images Inputs: documents, logs, manuals, user goals
Outputs: labels, numbers, bounding Outputs: text + structured artifacts (KG
boxes/masks, anomaly scores schema, KG triples, code/queries)
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Mapping Reliability Problems to ML /Al Solutions

Reliability problem

Al solution/technique

Typical data needed

Typical output/value

Failure risk, binary failure fore-
casting

Classification models (tree ensembles,
logistic, LLM+-rules for text)

Historical failure labels, operat-
ing covariates, maintenance logs

Failure probability per unit/time
horizon — prioritized inspections

Remaining Useful Life (RUL) ,

time-to-failure

Survival analysis, regression, sequence
models (RNN/Transformer), physics-
informed ML

Time series sensor streams, cen-
soring info, degradation markers

RUL estimate + uncertainty
bands — maintenance schedul-
ing

Early-warning/anomaly  detec-

tion

Unsupervised /semi-supervised: autoen-
coders, isolation forest, change-point
detection

High-frequency sensor streams,
baseline " healthy” data

Anomaly score, alert + root-
cause candidates — faster detec-
tion

Repairable, recurrent events

Recurrent-event survival models, point
processes, sequence models

Event logs with timestamps, re-
pair annotations, covariates

Probability of next event, repair-
impact estimates — optimal in-
spection cadence

Textual failure analysis (FRA-
CAS/FMEA extraction)

LLMs + information-extraction
pipelines (NER, relation extraction)

Service reports, inspection notes,
manuals, labeled examples

Structured failure modes, causes,
recommended actions — search-
able knowledge base

Visual inspection, defect detec-
tion

VLMs/computer vision (classification,
segmentation, anomaly detection)

Images/video, annotated de-
fects, imaging metadata

Detected defects, segmentation
masks, severity score — auto-
mated QC/triage

Test planning

experiment optimization

Bayesian optimization, surrogate
models, active learning

Test-priority ranking, suggested
experiments — fewer tests,
higher information gain

Knowledge integration

decision support

+ embed-
ding search + LLM copilots

Knowledge graphs

Heterogeneous data (parts, tests,
procedures, logs)

Operationalizing models, reliabil-
ity of Al

ASQ Fellow (ASQ RRD)

Monitoring (drift, calibration), uncer-
tainty quantification, fail-safe (don't-
know)

Model predictions, live feature
distributions, labeled feedback

Al for RE

Alerts on drift, calibrated confi-
dences, rollback triggers — safe
production behavior
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Case 1: RUL Prediction
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Case 1: DL for RUL Prediction

Paper: H. Zhang, X. Xi, and R. Pan. A two-stage data-driven approach to remaining useful life
prediction via long short-term memory networks, Reliability Engineering & System Safety 237 (2023)
109332.

Goal: Predict remaining useful life (RUL) from condition-monitoring data to support predictive
maintenance.

Why this case?

Data-driven RUL prediction is attractive when physics-based degradation models are hard to
obtain.

Engineering challenges: varying data length, noisy data, varying degradation rates across units,
and the need to leverage accumulated information in RUL prediction.

Proposed idea: Two-stage learning: sensor features ¥ health indicator (HI) via long short-term
memory (LSTM), then HI sequence ¥ RUL via a time-delay neural network (TDNN). I-II
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Two-Stage DL for RUL Prediction

Sensor signals . | Feature extraction
run-to-failure " | time-domain features
Y
Stage 1 HI sequence . LSTM HI learner
Data ! HI degradation trend | guided learning

guided LSTM

Y

TDNN predictor _ RUL prediction Stage 2
time-delay window "| percentage / time HI ! RUL
TDNN window

RUL prediction is challenging Two-stage learning: Improved prediction accuracy an
when deg_radatlon rates vary LSTM: features ! HI consgrvatlveness dempnstrated i
across units and accumulated a rolling-element bearing case

history matters. TDNN: HI history ! RUL  study.
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Architecture

LSTM{TDNN two-stage RUL prediction
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Case study dataset and split

XJTU-SY rolling element bearing run-to-failure vibration dataset.
3 operating conditions; 5 bearings per condition.
Typical evaluation: 4 bearings train, 1 bearing test (per condition).
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Inputs: time-domain feature extraction

Extract simple time-domain features per timestamp.
Use both horizontal and vertical channels (feature concatenation).
Normalize features before training to avoid scale dominance.
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Normalized features

Raw vibration data

Feature time series
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Stage 1 detail: HI templates guide learning

Health Indicator (HI) templates re ect typical \slow-then-fast" degradation shapes.

Multiple HI functions accommodate di erent curvature/rate behaviors.

Constructed HI functions under 3 operating conditions
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Work ow: training and testing

End-to-end training/testing procedure.
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Evaluation

Metrics: RMSE and a PHM challenge score (penalizes errors asymmetrically).

Lower score corresponds to more conservative prediction (under-predicting RUL is penali
less than over-predicting).

RUL prediction results for a testing bearing (multiple HI variants).
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Performance summary across multiple predictors

Baselines include one-stage (LSTM, TDNN) and two-stage variants (e.g., LSTM-LSTM,
TDNN-TDNN, TDNN-LSTM, LSTM-NARX).

The proposed LSTM-TDNN achieves the smallest RMSE and score among all predictors

in this study.
Prognostic performance comparisons of different predictors.
Testing bearing Proposed LSTM-LSTM TDNN-LSTM TDNN-TDNN LSTM-NARX LSTM TDNN
RMSE Score RMSE Score RMSE Score RMSE Score RMSE Score RMSE Score RMSE Score

HI, 0.0217 0.0674 0.0291 0.0945 0.0904  0.3242 0.1234 0.3135 0.0675 0.1442
HI, 0.0177 0.0545 0.0214  0.0694 0.0263  0.0885 0.0344  0.0964 0.0460 0.1426

Bearing 13 7 0.0277  0.0824 00313 00899 00282 00851 01227 03779 02496 01333 00002 02039 01147 03237
HI, 00142 00479 00172 00520 00262 00874 00854 02376 01083 0.2119
HI, 00245 01407 00314 01830 00348 02201  0.1187 07324 00499  0.4008

. HI, 00195 01181 00366 02177 00314 01833 00561 03813 00757 0.4335

Bearing 25 ;' 00230 01698 00364 01960 00327 02114 00718 04369 00313 02142 0002 04623 01194 0.7789
HI, 0.0225 01254 00326 0898 00450 02556 00610 03610  0.0541 0.3583
HI, 00203 13031 00200 13335 01200 61015 02204 108897 0.0600 29740

Bering 3.2 Ml 00492 2143 00515 22815 00834 38648 01262 59765 00504 23792 (o Lcooo oocn o

HIy 0.0313 1.4271 0.0328 1.5885 0.1192  4.9011 0.2059 7.7929 0.0469 2.5969
HI, 0.0426 1.9727 0.0440  2.0624 0.1271 5.2722 0.1721 2.5969 0.0854 3.3394

-
Predictor performance comparison I'I |
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Why the two-stage design helps

HI makes degradation trend explicit and reduces mapping complexity.
LSTM is effective for extracting smooth low-dimensional HI trajectories.

TDNN windowing reduces long-memory interference when predicting RUL.

Practical notes

Infusing engineering knowledge into DL designs can significantly improve RUL prediction.

Late-life accuracy matters most for avoiding catastrophic failure.

Data-driven methods can be sensitive to abnormal/noisy signals and distribution shifts.

v,
all
|
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Case 2: KG Generation
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Language Model

“The limits of my language are the limits of my mind. All | know is what | have words for.” —
Ludwig Wittgenstein J
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Case 2: Creating a KG from Maintenance Documents

Paper: M. S. Abolhasani and R. Pan. OntoKGen: a genuine ontology and knowledge graph
generator using large language model, RAMS 2025, IEEE.

Goal: Turn long, noisy maintenance/engineering documents into a queryable Knowledge
Graph (KG) to support fast retrieval, analytics, and decision-making.

Approach: OntoKGen
LLM-assisted pipeline for ontology extraction and KG generation
Interactive workflow guided by an adaptive iterative Chain-of-Thought (CoT) algorithm
Outputs Neo4j-ready knowledge via automated Cypher generation
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Ontology and KG

Ontology: a structured framework

describing concepts, relationships, and o

NodeA —————————— NodeB

properties.

Knowledge Graph (KG): instances of
those concepts and relationships, linked
across documents.

Connects heterogeneous information
buried in technical manuals/work orders haetine

Enables visualization, multi-hop querying, @@@
. . . . . avor flavor color
and discovering hidden relationships !

. D
Improves interoperability and reuse of =

domain knowledge I:Il
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Why conventional ontology/KG construction is hard

Resource-intensive: long cycles, multiple stakeholders, heavy domain expertise
Scalability limits: complex standards/long manuals increase cost and time

Quality challenges: accuracy, completeness, consistency, and maintaining relevance
Unstructured/noisy text: conventional NLP struggles with concise technical language

in maintenance documents

Bottom line: We need a workflow that is automated yet controllable by engineers.
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What LLMs can do

LLMs enable But

Extract concepts/relations from There is no universally correct ontology
unstructured technical text (depends on applications)
Reduce manual effort in drafting ontologies Risk of omissions/hallucinations without

. structure
Scale to broader domains than narrow,

fixed-rule NLP pipelines Requires validation—best done iteratively
with user confirmation (human-in-the-loop)

o
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Adaptive Iterative CoT: the reliability guardrail for extraction

What CoT (step-by-step) adds
Breaks complex tasks into explicit steps (reduces errors/hallucinations)
Produces intermediate outputs that can be checked and refined
What Adaptive Iterative CoT adds
Steps are pre-defined (not just “think step-by-step”)
Workflow adapts based on user feedback and intermediate results

Ensures consistency/precision across ontology extraction and KG generation
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OntoKGen pipeline

Targeted Knowledge Cypher Query Generated KG
User Inputs (Short text) Generation in Neo4j
g T EG ER
— N > -0:""
_ e 120
-—
v
Knowledge
System prompt > Graph
for ontology > Generation :
)
v
v v
Ontology y
. —>
Extraction e >-
—_—

System prompt for Advanced Utilization
Knowledge Graph I- I I
|
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System configurations

User-provided ontology, no sequential reasoning:
Direct KG construction using a predefined ontology.

User-provided ontology + Adaptive Iterative CoT:
Iterative reasoning and validation improve consistency and coverage.

Adaptive ontology extraction + Adaptive Iterative CoT:
Ontology is extracted/refined from targeted user text, then used for KG generation.

Why it matters: different users want different levels of control and effort.
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Interactive ontology extraction

Core steps (with user confirmation at each stage)

Concept identi cation: propose candidate concepts + hierarchies

Concept con rmation: user approves/edits concepts

Relationship identi cation: propose relationships among confirmed concepts
Relationship con rmation: user approves/edits relationships

Properties identi cation: propose node attributes beyond id/name, then confirm

Why interactive?
Prevents “wrong ontology, wrong KG”

Aligns the ontology with the engineer’s actual competency questions
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KG generation from confirmed ontology

Phase 1: Creation (structured)

Identify instances of each concept ¥ create nodes (id, name, + properties)

Identify instances of each relationship ¥ create edges between nodes

Add properties for concepts as defined in the ontology

Phase 2: Review (quality assurance)

Re-scan the full text for missing instances/relationships aligned with the ontology

Review the graph for disconnected components and fix connectivity
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KG construction rules

General rules:
Maintain simplicity and clarity; keep consistent references to entities
Use human-readable full-name identifiers
Avoid separate nodes for dates or numerical values (store as properties)

Use a special writing style (e.g., camelCase) for property keys

Engineering impact

Cleaner schema ) better queryability and less graph fragmentation

Rong Pan, Ph.D., ASQ Fellow (ASQ RRD) Al for RE April 6, 2026



Neo4j integration

Seamless transition from extracted knowledge to a working graph database
Use MERGE to avoid duplicates and ensure nodes exist before relationships

Enables immediate querying, visualization, and graph analytics in Neo4j

Design philosophy

Ontology defines the schema “blueprint”

KG is created by scanning comprehensive text for instances aligned with the ontology
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End-to-end pipeline (from targeted

User interaction (scope + refinement)

Y

Input targeted knowledge (short text) OR predefined ontology

Y

Ontology extraction (adaptive iterative CoT + confirmation)

Y

Confirmed ontology (concepts + relationships + properties)

Y

Input comprehensive text (manuals, work orders, standards)

v

Knowledge graph generation (creation + review)

Y

|
|
|
|
|
|
|

Cypher query generation (MERGE-based)
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Case study snapshot

Long, complex RAM-domain technical
document (semiconductor equipment
context)

Motivation: engineers need fast access;
key details buried in lengthy manuals

Example ontology elements (illustrative)

Concepts: Equipment System; Equipment
States; Sub-States; Activities; Metrics

Relationships: HasState; HasSubState;
HasActivity; HasMetric

Properties: id, name, plus user-specified
attributes (e.g., briefExplanation)
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Background Statement for SEMI Draft Document 6578

Revision to SEMI E10-0814%

SPECIFICATION FOR DEFINITION AND MEASUREMENT OF
EQUIPMENT RELIABILITY, AVAILABILITY, AND MAINTAINABILITY
(RAM) AND UTILIZATION

NOTICE: This Background Statement is not part of the balloted item. It is provided solely to assist the recipient in
reaching an informed decision based on the rationale of the activity that preceded the creation of this ballot.

6 Equipment States @

5.1 Equipment States

a1 RAM

. Ono of

failure event.

arising from that faiure.
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